
Lab 7. Flow Rule Mgt & Conflict 
Detection in SDN 

  



Contents 
Experiment Task Design 3 

Submission 3 

Profile Setup 3 

Create a profile for SDN Controller 3 

Create a profile for the topology 4 

Conducting the lab 6 

Install Floodlight Controller 6 

Configuring the switch 7 

Crafting static flows 9 

Redirecting traffic from Host 1 to Host 3 9 

From Host 3 to Host 1 12 

Building the second flow-entry 12 

Manual Flow Conflict Detection and Resolution 16 

 

  



Experiment Task Design 
 
 In this task, students should demonstrate how the controller has a vast amount of 
important data, such as topological information, device information, and link information, all of 
which can be compromised by attackers.  OpenFlow controllers utilize Link Layer Discovery 
Protocol (LLDP) packets to discover links among OpenFlow switches.  However, there exist 
security flaws during the link discovery procedure.  Attackers exploit the link discovery and host 
tracking services in the controller.  They can tamper with host location information to break 
through the controller and impersonate the target host.  In that case, all traffic on the target host 
will be routed to the attacker’s host.  This lab is designed to demonstrate network poisoning 
attacks designed to compromise the network topology information based on the LLDP.  It is but 
one example of many possible network poisoning attacks in SDN. 

Submission 
 
 Students should submit screenshots with caption of every step completed.  Explain each 
screenshot in one or two sentences. 
 

Profile Setup 
Create a profile for SDN Controller 
 

Students create a profile with a single node as shown in Figure 1.  Use ‘Ubuntu 16’ as the 
OS and select “any” for the hardware type. Accept the topology and then click on the create 
button.  Please give appropriate descriptions and then instantiate the experiment by clicking on 
the instantiate button.  You will be asked to select a cluster. Select the emulab cluster and then 
click the “Finish” button.  
 



 
 
Note that if you check “Require Routable IP,” the controller can be assigned with a public IP 
address that other nodes can access. If not, the controller will have a private IP address. The 
controller that will be used in this topology will be the Floodlight SDN Controller. 
 
Create a profile for the topology 
 

 

1. The above image shows the topology for this lab.  Host 1 and Host 2 are normal users. 
Host 3 is the attacker/malicious user.  Three hosts are connected to each other through 
a single OpenFlow enabled switch while the switch is connected to an SDN Controller. 
 



2. The following configuration for each node. 
 

 
 

OS:  Ubuntu 16 
Hardware Type:  Any 
Node Type:  emulab-xen 
Check “Require Routable IP” only for the “Switch” node. 
 

3. Provide the details of each link.  Select ‘Ethernet’ as the ‘Link type’ for this lab. 
 
Note:  Enable OpenFlow and insert the IP address that we noted from the SDN Controller 
into the empty textbox below the ‘Enable OpenFlow’ checkbox.  An example of the 
command would be:  “tcp:155.98.37.89:6653”. The IP address here is obtained from the 
SDN Controller (Floodlight controller node).  
 



 
 
 

4. Once the whole configuration is done, proceed to save and instantiate the profile. 
 

 

Conducting the lab 
 
Install Floodlight Controller 

1. Open a new terminal. 
 

2. Run “ifconfig” and note down the IP address.  This IP address will be used whenever the 
topology is needed to be setup for an experiment. 

 
3. To install Floodlight, perform the following steps: 

 

Get sudo user privileges 

sudo su 

Update APT repo 

apt-get update 

Install Java 

apt-get install default-jdk -y 

apt-get install default-jre -y 



apt install openjfx 

Install dependencies 

apt-get install -y build-essential ant maven python-dev eclipse 

Install Floodlight: 

git clone git://github.com/floodlight/floodlight.git -b v1.2 

cd floodlight 

git submodule init 

git submodule update 

ant 

sudo mkdir /var/lib/floodlight 

sudo chmod 777 /var/lib/floodlight 

 
4. Start the controller: “java -jar target/floodlight.jar” 

 
  
 
Configuring the switch 
 

1. Run “sudo apt-get update” and “sudo apt-get install openvswitch-switch” to install 
OpenVSwitch 

 

2. Use the following commands to setup a bridge on each node and connect it to SDN 
controller. 
 
sudo su 
ovs-vsctl add-br ovs-lan 
ovs-vsctl add-port ovs-lan eth1 
ovs-vsctl add-port ovs-lan eth2 
ovs-vsctl add-port ovs-lan eth3 
ifconfig eth1 0 
ifconfig eth2 0 
ifconfig eth3 0 
ovs-vsctl set-controller ovs-lan tcp:<controller_ip>:6653 
ifconfig ovs-lan 10.0.0.10/24 up 
 

3. Run ‘sudo ovs-vsctl show’ to show the current switch configuration.  



 
 

 
4. Change the IP addresses of the nodes by using the command “sudo ifconfig eth1 

10.0.0.x/24 up”. Use 10.0.0.1 for Node 1, 10.0.0.2 for Node 2, 10.0.0.3 for Node 3. Make 
sure every node has 2 interfaces by running “ifconfig -a” and the IP address is changed for 
‘eth1’ interface. 

5. Ensure that each host can communicate with each other.  Run ‘ping 10.0.0.2’ and ‘ping 
10.0.0.3’ on Host 1.  If there is no communication from Host 1 to any of the other specified 
hosts, please redo any steps that may have been missed. 

 

 
 

6. On Host 2 and Host 3, open a new terminal and run ‘sudo tcpdump -i eth1 -eenn’ on both 
terminals. 

 

 
 
tcpdump is a tool that lets user(s) see what packets are showing up on a specified interface. The 
'-eenn' tells it to give us more information and to not try to make out any of the names for the 
devices that it sees. 
 

7. Run ‘ping 10.0.0.2’ on Host 1.  There should be visible network traffic on Host 2. 
 



 
 

8. Stop the ping on Host 1s’ terminal. 
 
Crafting static flows 
 
A static flow is a flow-entry that is inserted by Floodlight through the REST API.  We create a 
JSON message to send to Floodlight specifying the details of the flow-entry that we want 
Floodlight to insert.  We will tell Floodlight the switch to put the flow on, the name of our flow, 
the matches, and the actions.  The user will create and insert their own flows that will redirect all 
IP packets from Host 1 (destined for Host 2) to Host 3 transparently (meaning that Host 1 is 
unaware of the events that are occurring and currently determines that it is still communicating 
with Host 2).  The objective of this section is to create two flow-entries for that purpose. 
 
Redirecting traffic from Host 1 to Host 3 
 
Based on the previous sections that have been performed above, ping is currently working 
between Host 1 (10.0.0.1) and Host 2 (10.0.0.2) as well as between Host 1 (10.0.0.1) and Host 3 
(10.0.0.3).  Now, we want to redirect the packets that are being sent from Host 1 and Host 2 to 
Host 3 (10.0.0.3).  Users will create a flow-entry that will match on the IP packets destined to 
Host 2 from Host 1.  Using OF actions, we will rewrite the MAC and IP addresses to trick Host 3 
into thinking the packet sent from Host 1 was destined for it.  We also need to specify to the 
switch node what port to send this packet out of. 
 

1. Run ‘sudo ovs-ofctl show ovs-lan’ to acquire the DPID of the switch.  Users need to tell 
Floodlight what switch we want to insert this flow on.  We'll do this by entering the 
DatapathID (DPID) of our switch in the "switch" field in our JSON object that we're sending 
to Floodlight. Pay attention that DPID may not include colon (:) between values of 
different octets and you might need to put them. Better is to use the value of 
"switchDPID" from the output of the next step. 

 



 
 

2. Run ‘curl http://localhost:8080/wm/device/ | python -m json.tool’ on a new terminal 
of the SDN Controller.  The output of this command will give a list of devices that 
Floodlight has learned. 

 
Note:  The output of this command may vary between user(s). 

 

 
 

At this point, users will define matches or, in other words, what sort of packets we want 
to perform our actions on.  It's good practice to be as specific as possible when it comes 
to matching packets.  The following are the fields that will be used to match our packets 
on: 

 
in_port:  This will be the port that the packet comes in on the switch.  This is the port that 
Host 1 will be connected to (hence input port for the packet being sent). 
eth_src:  This will be the Ethernet MAC address of Host 1 of eth1 port 
eth_dst:  This will be the Ethernet MAC address of Host 2 of eth1 port 
eth_type:  Since we’re sending an IPv4 packet, we will use “0x0800” as the ethernet type 
ipv4_src:  This will be the IP address of Host 1 
ipv4_dst:  This will be the IP address of Host 2 



 
After creating the matches, we will create some actions to manipulate those packets once 
a match has been found.  The following are fields on which actions need to be performed 
on: 
 
set_field=eth_dst:  Host 3’s MAC address needs to appear on here 
set_field=ipv4_dst:  Host 3’s IPv4 address needs to appear on here 
output:  This is the port which the packet needs to come out of leading to Host 3 (the port 
which Host 3 is attached to) 

 
The “priority” field of the flow-entry needs to be filled as well.  The higher the priority, 
the faster the packets get processed.  Use the value ‘32768’ in the priority field. 

 
After gathering the necessary information for our flow-entry, we need to fill in the 
command to send to the controller for the controller to install the flow-entry.  The 
following is a template of what the command looks like: 
 
curl -X POST -d '{"switch":"<DPID_OF_SWITCH>","name":"flow-
1","priority":"32768","in_port":"<PORT_OF_10.0.0.1>","active":"true","eth_type":"0x08
00","eth_src":"<MAC_OF_10.0.0.1>","eth_dst":"<MAC_OF_10.0.0.2>","ipv4_src":"10.0.
0.1","ipv4_dst":"10.0.0.2","actions":"set_field=eth_dst-
><MAC_OF_10.0.0.3>,set_field=ipv4_dst->10.0.0.3,output=<PORT_OF_10.0.0.3>"}' 
http://localhost:8080/wm/staticflowpusher/json 

 
Note:  The flow-entry needs to have a specified globally unique name.  The name that 
we give to our flow-entry cannot have the same name of another flow-entry in our 
topology.  For simplicity, we can enter the flow-entry name as ‘flow-1’.  Ensure that the 
flow-entry is active as well by ensuring the “active” field is “true”. 

 
Note:  Don't keep the angled brackets <>.  The command is one-line long.  Command 
cannot be copied and pasted, therefore scale your browser to see the full line that you 
are typing. DFID should be written in the format of ff:ff:ff:ff:ff:ff. 

 
An example of the command and its output can be seen below (command may vary 
between users): 

 
curl -X POST -d 
'{"switch":"00:00:ba:75:d2:3e:78:40","name":"flow-1", "priority":"32768", "in_port":"3", 
"active":"true", "eth_type":"0x0800", "eth_src":"02:cb:77:d9:81:97", 
"eth_dst":"02:09:55:4d:5d:5c", "ipv4_src":"10.0.0.1", "ipv4_dst":"10.0.0.2", 
"actions":"set_field=eth_dst->02:65:ba:ce:7a:77,set_field=ipv4_dst->10.0.0.3, 
output=1"}' http://localhost:8080/wm/staticflowpusher/json 

 



3. Run ‘sudo tcpdump -i eth1 -eenn’ on Host 2 and Host 3 after inserting the flow-entry in 
the previous step. 

  
4. Ping Host 2 from Host 1 by running ‘ping 10.0.0.2’. 

 
Observation Points:  What can be seen after performing ping from Host 1 to Host 2?  If the 
flow-entry has been inserted correctly, all the ping packets should be seen on Host 3 even 
though they were originally destined for Host 2. 

 
From Host 3 to Host 1 
 

Based on the previous section, users have successfully changed the destination to that of 
Host 3 even though it was destined to Host 2.  However, Host 1 can still see that it is 
obtaining traffic from Host 3 which means that the attack isn’t transparent.  The ping 
replies that Host 1 receives from Host 3 should not specify that it’s coming from Host 3.  
It should reflect the packets “coming from” Host 2 when the packets are coming from 
Host 3.  The IP addresses and MAC addresses need to be rewritten when Host 3 send the 
replies back to Host 1. 

 
Building the second flow-entry 
 

The second flow-entry will almost be identical to the first flow-entry made in the previous 
section.  There are only a few modifications that need to be done to this flow-entry.  The 
following are the fields that need to be modified: 

 
in_port:  This will be Host 3’s input port 
eth_src:  This will be the Ethernet MAC address of Host 3 
eth_dst:  This will be the Ethernet MAC address of Host 1 
ipv4_src:  This will be the IP address of Host 3 
ipv4_dst:  This will be the IP address of Host 1 

 
Once the matches are created, the actions need to be specified once the match has been 
found.  We will modify the source addresses (both MAC and IP) of Host 3 to that of Host 
2.  Users will fill in the rest of the actions required. 

 
curl -X POST -d '{"switch":"<DPID_OF_SWITCH>","name":"flow-
2","priority":"32768","in_port":"<PORT_OF_10.0.0.3>","active":"true","eth_type":"0x08
00","eth_src":"<MAC_OF_10.0.0.3>","eth_dst":"<MAC_OF_10.0.0.1>","ipv4_src":"10.0.
0.3","ipv4_dst":"10.0.0.1", "actions":"set_field=eth_src-
><MAC_OF_10.0.0.2>,set_field=ipv4_src->10.0.0.2 
,output=<PORT_OF_10.0.0.1>"}' http://localhost:8080/wm/staticflowpusher/json 

 



1. Once the command has been constructed, execute the command on the Floodlight 
Controllers terminal. 

 
2. Run ‘tcpdump’ on Host 2 and Host 3. 

 
Observation Points:  At this point, all the communication between Host 1 and Host 3 should 
be transparent.  The ping from Host 1 to Host 3 should look like the ping is happening from 
Host 1 to Host 2 even though the actual communication is happening between Host 1 and 
Host 3.  This can be observed on tshark.  The following output below is what the conducted 
attack should look like: 

 





 
 

If the output is the same as the above, then congratulations, Topology Poisoning has been 
successfully conducted!  



Manual Flow Conflict Detection and Resolution 
 

In the shoes of a network security analytics, the user wishes to know if there are 
conflicting flows in the SDN.  Although there are available tools out there that can 
automate the process, we want the users to be able to manually resolve such conflicts in 
flow-entries.  We can easily identify all the current flows in the SDN by running the 
following command on the switch 
resource 

 
sudo ovs-ofctl dump-flows br0 

 
The following screenshot below shows the user the packet counter increase when the 
ping command is still being issued from Host 1. 

 

 
 

We know from previous steps, that we can checkout bridge and ports using sudo ovs-vsctl 
show. We could see that Port 1 means from Host 1, our victim, and Port 3 belongs to Host 
3, the malicious user. As shown below, for Cookie 0xa000004039d1a6, the flow has 21 
packets, and the source of these packets are from in_port 1, which is Host 1. The packets 
were meant for Destination with IP of 10.0.0.2. But the flow action was to modify the 
packets to go to IP of 10.0.0.3, and have the output port set to 3, which is Host 3. This is 
what we consider as a conflicting flow since we know packets from Host 1 to Host 2 should 
only be available to Host 2 and vice versa. 

 
Have Host 1 ping Host 2, Host 2 ping Host 1, and Host 3 ping Host 1. 

 



Run ‘sudo ovs-ofctl dump-flows br0’ to view all flows within the established network.  
Identify the flows that are conflicting.  Produce screenshots and explain why the flows 
that have been identified are conflicting. 


